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Expectation
• Like empirical distributions, we compute moments of probability
distributions. These are called the expectation of the corresponding functions
of the corresponding random variables.
• We use the notation E[X] for the expection of X, and in general for a
function g, E[g(X)] is the expectation of g(X).
• For a discrete random variable X with support {x1 , . . . , xn } and mass
function p(x), the mean of X, denoted E[X], is
E[X] =

n
X

xi p(xi ) = x1 p(x1 ) + · · · + xn p(xn ).

i=1

• For a continuous random variable X with density f , we have
Z ∞
E[X] =
xf (x) dx.
−∞
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Linearity, independence and expectation
• The most important (and convenient property) of expectation is linearity.
• This means that the equation
E[a + bX + cY ] = a + bE[X] + cE[Y ]
is satisfied for all r.v.s X, Y and all numbers a, b, and c.
• This is not true for other formulæ, for example E[X 2 ] ̸= (E[X])2 and
E[XY ] ̸= E[X]E[Y ] (except in some special cases).
• Almost as important is the fact that if X and Y are independent r.v.s,
E[XY ] = E[X]E[Y ].
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Mean of a probability distribution
• The mean of a probability distribution, like the mean of an empirical
distribution, is a measure of location. It is the center of mass of the
distribution (just as in physics).
• The Cauchy distribution has no mean! A Cauchy random variable is the
ratio of independent normal random variables. It is also the limiting case of
the Student t distribution we will meet later, with “one degree of freedom.”
– A distribution without mean has infinite support and “fat tails.”
– All distributions have well-defined median and mode (possibly
multivalued, but the characteristics of “argmax” of f and F (x) =
be defined).

1
2

can

– Mostly a weird example, but easily constructed.
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Variance and standard deviation
• We define the variance of a random variable X as V[X] = E[(X − E[X])2 ].
(Note this definition can be used for both discrete and continuous random
variables. In fact it also generalizes to mixed random variables. Use of
notation to generalize is the most important idea and use of mathematics.)
• Fact: V[X] = E[X 2 ] − (E[X])2 .
• We define the standard deviation of the random variable X to be the square
root of the variance of X. (No notation yet.)
• We interpret the standard deviation as an “average or expected deviation.”
As with empirical distributions, it weights large deviations “more heavily”
than small ones, and thus is larger than the mean absolute deviation E[|X|].
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Other expectations
• As with empirical distributions, we can define skewness to be
3
3
E[(X − E[X]) ]/(V[x]) 2 .
• We also have kurtosis, as E[(X − E[X])4 ]/(V[x])2 .
• It is often useful to compute other expectations. For example, suppose we
know a firm’s revenue as a function of unit sales R(Q), and the costs as a
function of unit sales C(Q). If we know the distribution of Q, we can
compute the expected profit of the firm as E[R(Q) − C(Q)].
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Estimating the mean of a distribution
• Consider the problem of determining the distribution of heights of students
in the university. We say all students constitute the population under study.
• We could measure the heights of all students and count how many at each
height, thus constructing the distribution. This is expensive; we may prefer a
method based on a “representative sample.”
• If we compute the mean of the distribution of heights in our sample of
students, this is an estimate of the mean of the heights of all students.
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Estimators
• The process of (1) computing the mean of the sample and then (2) using it
as an estimate of the mean of the population is called an estimator.
• An estimator is a process or algorithm for making an estimate.
• An estimator is a random variable whose value is used as an estimate of
some parameter of interest.
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Estimating the frequency of a random event
• Consider a die that may not be “fair,” i.e., some sides come up more
frequently than others. Let’s check the side labeled “1”.
• We cannot speak usefully of “counting the population” here.
• We can take a sample by rolling the die n times.
• Make this an estimator of a mean by constructing the random variables Xi
where Xi (1) = 1 and otherwise Xi (ω) = 0. (Recall that this is a dummy
variable and allows us to count how many time “1” comes up.
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Using the estimator
• If the die is fair and the rolls are identical, the distributions of the Xi are
1
identical. Then µ = E[Xi ] = 1+0+0+0+0+0
=
6
6.
Pn
1
• We estimate µ with µ̂ = n i=1 Xi , the mean of the sample.
– α̂ is a common notation that usually means “estimator of α” in economic
statistics.
• Note the difference between the above expressions for µ and µ̂.
– µ is computed according to the distribution of Xi (which we assume to be
the same for all i).
– µ̂ is a simple average of the sample values (alternatively, according to the
distribution of the sample).
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Using the estimator
• We will need a way to measure “close enough.”
– The unit will be the population standard deviation.
– Sample’s standard deviation as estimate of the population’s.
• We need to know about bias and accuracy of our estimators. Bias and
accuracy are properties of estimators, not of estimates!
• Error is the interesting property of the estimate. But we cannot know the
error (an important exception is prediction).
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Statistical Inference
• Inference is the practice of deducing “hidden” facts from observation.
– People do this all the time: for example, by watching another’s face, you
can infer their feelings much of the time.
– But this is “risky.” For example, my uncle always looks like he disagrees
with something you said—but he can’t help it. Some years ago he had a
stroke, and most of his face no longer moves according to his feelings.
• Statistical inference combines the logic of probability theory with the idea of
inference.
• Here we explain classical (also called frequentist) inference, which is
implemented in most statistical software. Later we discuss Bayesian
inference, which has strong advantages, but is not as easy to use.
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Examples of Statistical Inference
• Roll a die 100 times. If all sides come up just about equally often, conclude
that the die is unbiased.
• Roll a die 100 times. If one side comes up “too often,” conclude that the die
is biased toward that side.
• Note that these two cases may not be treated symmetrically!
– The problem is that testing for bias, the hypothesis that the die is
unbiased has an obvious quantitative specification:
P [1] = P [2] = P [3] = P [4] = P [5] = P [6] = 1/6,
and we can use it to compute the probability of any given deviation (as
well as the probability of an exact match!)
– But if the die is actually biased, the probability specification cannot be
given a priori: any of the 6 faces might be most likely, and the deviation
from equal probability need not be very great for a person who knows the
bias to make a lot of money in gambling.
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The Null Hypothesis
and the Alternative Hypothesis
• The null hypothesis is the parametrization used for calculating probabilities.
It is labelled H0 .
• If given the null hypothesis, the probability of the observed case is high, we
accept the null hypothesis, and reject the alternative hypothesis, labelled H1
or sometimes HA . If it is low, we reject the null hypothesis, and accept the
alternative.
• We want to assign a decision (accept or reject H0 ) to every observation.
– There are some statistical tests (e.g., the Durbin-Watson test for
autocorrelation) where the choice is delicate, and the standard procedure
actually includes undecided cases.
However, if there are more than two possible observations, there will be
many possible ways to do this.
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Warning: Change in Notation
• In the lecture, I used p̄. I have decided to change to n̄ in the next few slides,
because p is usually associated with probability or perhaps proportion, while
the tests here are in terms of counts.
• On the other hand, n is often used for counts.
• The bars in p̄ and n̄ mean “a fixed value.”
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The Case of the Loaded (?) Die
• In the case of the die, the obvious alternative hypothesis is that any of the
faces is too frequent. But this is not well-specified yet. The following three
formula define three different sets of outcomes (i.e., events), where f (n) is
the frequency of face n in the 100 rolls, and p̄ is “too often”:
P [f (1) > n̄ ∨ f (2) > n̄ ∨ f (3) > n̄ ∨ f (4) > n̄ ∨ f (5) > n̄ ∨ f (6) > n̄] < α (1)
v

u n
uX
100 2
t

P
(f (i) −
) > d¯ < α
(2)
6
i=1
" n
#
X
100
P
(3)
f (i) −
> d¯ < α
6
i=1
• You might also want to consider that if one face is most frequent, the
opposite face is least frequent.
• Finally, suppose the owner of the die consistently bets that “3” will come up.
Perhaps then you want to check if the die is loaded in her favor:
P [f (3) > n̄] < α
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Classical Inference, Significance, and Critical
Values
• In the example above, we had a “distance” from “equal frequency,” an event
that the observed frequency was farther than that from equal frequency, and
the probability of that event.
– The event and the distance are equivalent.
– The probability and the distance, however, actually define each other, as
in this version of (4): P [f (3) > n̄] = α.
• α is called the (significance) level of the test, while the corresponding
parameter (here, n̄) is called the critical value. (f (3) is a random variable!)
• We pick an α small enough that we are willing to “bet against
unbiasedness”, and use that to define the regions of rejection and acceptance
of H0 . The region of rejection is sometimes called the critical region.
– We “bet”, because no matter how far from unbiased proportions the
result is (say, “3” comes up 100 times), the probability of that happening
is greater than zero if the die is actually unbiased. We must reject in this
case, but we could be wrong!
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Error Types and Test Power
• A statistical hypothesis test generates a decision problem: Accept or reject
H0 ?
• The possible outcomes of the decision about H0 can be characterized in this
table:
Accept

Reject

True

No Error

Type I Error

False

Type II Error

No Error

Table 1: Error types
• Thus, the significance α of a test is the probability of Type I error.
• The probability of Type II error has a name: the power of the test.
– It is not obvious how to choose the power of a statistical test, because
you need a specific parametric hypothesis HA to calculate the probability
of rejection when HA is true, but HA in a classical hypothesis test is a
range of parameter values, i.e., those values bigger then the critical value.
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